CSC 570: Bioinformatics Algorithms

Developing algorithms for matching pyroprint data from E. coli isolates and creating E. coli  “strains” in the CPLOP database.

Customer: Dr. Chris Kitts, Professor, Department of Biology

Background Questions:

What is the CPLOP database?


The Cal Poly Library of Pyroprints (CPLOP) database is a collection of information about E. coli isolates and their pyroprints that has the express purpose of tracking strains of E. coli and is designed for use in forensic investigations into the origins of fecal contamination.  

What is a pyroprint?


A pyroprint is a set of data related to the sequence of DNA in a specific region of the E. coli genome.  More detailed descriptions are presented in another document but for the purposes of this project you may consider a pyroprint to be a vector of floating point values from 96 to 104 entries in length that serves as an identifying marker for a particular isolate of E. coli, somewhat like a fingerprint.  We are using two different regions of the E. coli genome to produce pyroprints: the 16‑23S region and the 23-5S region.  Every isolate of E. coli in the CPLOP database will have two different pyroprints associated with it; one from each region.

What is an E. coli isolate?


An E. coli isolate is a pure culture of E. coli isolated from a particular host animal’s feces or from the environment (soil, water, food).  All of the E. coli cells in this culture have the same DNA – they are sister cells and genetically identical.  We extract DNA from a few of these cells and use it to produce pyroprint data.  This data, along with information about the host animal, collection and isolation parameters etc…, is associated together in the CPLOP database.

What constitutes an E. coli “strain”?


A strain of E. coli is a collection of isolates with the same identifying features.  In our case this means that when two or more E. coli isolates produce the same pyroprint data we call the group a “strain”.  This is the basis for using the CPLOP database.  For example: if an isolate collected from a cow is found to be the same strain as an isolate collected from Chorro Creek then we have forensic evidence that cow feces are getting into the creek.

Task 1 – Pyroprint and QC matching with Pearson’s correlation coefficient

The best method we’ve seen so far for comparing pyroprint data and ascertaining a match is to use the Pearson’s correlation coefficient.  However, because the machine producing pyroprints is prone to some error, repeated pyroprint data collected from the same isolate of E. coli can vary somewhat even though the pyroprints should match.  This necessitates the identification of a cutoff value in the Pearson’s coefficient above which two pyroprints can be considered “matching”.  In most cases pyroprints made from the same DNA have Pearson’s coefficients of >99.7%.  However, some pyroprints that should match (i.e. they were made from the same DNA) have Pearson’s coefficients as low as 95% and very occasionally even lower.  

This kind of machine error may come from a tendency for the data signal to fade over time as data is produced in a sequential fashion.  If the rate of fade is different between two runs with the same DNA then a significant difference in Pearson’s coefficient can result.  Differences can also result from more catastrophic errors in data collection, such as a physical problem with the machine.  The CPLOP database collects all the information provided by the pyroprinting machine and some of this may be useful for determining which pyroprints contain more devastating machine errors.

Goal: Develop a method for comparing pyroprints and determining a match.  The solution should be able to identify and/or account for machine error in pyroprint data production.  The solution should be able to alert the user of severe machine error, indicating that the pyroprint data should be re-examined.  The best solution will include some flexibility so that it can be updated as more information becomes available.

Additional useful information:

Matching may be facilitated by some truncation of the pyroprint vector as machine error increases over time of data production.  For example: we’ve discovered that 23-5S pyroprint data is more reproducible with vectors of length 90 than with the full-length (104) vector. However, we are not sure how much this truncation might decrease discriminatory value (telling the difference between very similar isolates) so some investigation is required.  A large set of repeat data is available for the 23-5S region.  We have less information for the 16-23S region.

The raw data collected from the pyroprinting machine may also provide some clues to indicate a bad set of pyroprint data.  The capacity to look for “double peaks” in the data, low peak height, and excessive fade may allow us to reject a pyroprint as “bad” before any matching is attempted.

We’ve been playing around with ways to look for the difference between a true “close” mismatch (truly different DNA, but only slightly different) and a real “match” where machine error was involved.  One attempt included the use of a “progressive correlation” graph.  This analysis method involves producing a correlation coefficient for the first 5 entries in a pyroprint vector, then the first 6, then the first 7 etc… and plotting the coefficients against the number of entries in the vector.  This allows us to follow how a correlation develops over the length of the pyroprint.  We observed that two non-matching pyroprints (from different DNA) produce large discontinuities on this kind of graph, while poorly matching pyroprints that really should match often show a continuous degradation in the correlation as one adds data to the vectors.  This analysis may provide a way to both detect machine error and make an attempt to correct it.  For example, one might compensate for “fade” by adding an exponentially increasing value to each entry in one pyroprint vector and thus produce a better match to another pyroprint from the same DNA which had less “fade”.  This approach would presumably not work if the pyroprints were not matching due to a difference in DNA.

Task 2 – collecting isolates into strains

The CPLOP database will eventually contain data from hundreds of thousands of E. coli isolates.  A single isolate may also be associated with multiple runs of pyroprint data from both regions (16-23S and 23-5S).  To determine if two isolates belong together as a strain we must determine if the pyroprints from both regions are considered a match.  To determine how many strains are in the database we must cluster all the isolates in the database together to form groups we can call strains because their pyroprints match.  Once we do this it will be possible to create a “consensus pyroprint set” for each strain and this will simplify the process of adding new isolates to the database and collecting them into existing strains.

Goal: Develop a method for creating and maintaining E. coli strains within the CPLOP database.  The solution should be dynamic so as to include new isolates into existing strains and create new strains as the database expands.  The best solution will keep track of matching parameters for each strain that will allow for feedback to the matching algorithms and better strain determination as more data enters the database.

