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Abstract

Wireless sensor networks provide an effective tool for ac-
quiring sensor measurements across a large area. Devices in
a sensor field can automatically configure themselves into a
working network, ready to collect data. The challenge is to
collect that data in a timely and power-efficient manner.

In some environments, a data collection device (sink) may
need to travel periodically through the field to gather data be-
cause keeping a local storage system is impractical. The goal
is for this moving sink to gather the most data in the shortest
amount of time, using the least amount of inter-node commu-
nication. Network reconfigure time, memory limitations, and
brief radio contact time challenge this goal.

In this work, we explore three aspects of data retrieval.
First, we explore with what nodes the sink should communi-
cate. We present a selection technique for picking target nodes
to increase data retrieval rates. We then optimize data collec-
tion through message forwarding and exclusion. These two
techniques improve data retrieval by 35% on average. Finally,
we consider the effect and efficiency of various sink paths.

1. Introduction

Wireless sensor networks are an effective means of collect-
ing data across a large area. Each node of a sensor network
can be placed in locations that are relatively far apart, and the
information each node acquires can be relayed through other
nodes in the network and collected in a central location. This
type of data collection enables many useful applications rang-
ing from monitoring ecological habitats[3] to monitoring the
seismic activity over a large area of land[2].

In this paper, we study algorithms targeting data retrieval
from a wireless sensor network where data collection cannot
be performed by routing data to a stationary location. The
data must be retrieved by a mobile data collector (sink) which
passes through the field of sensor nodes. For example, a vehi-
cle (e.g. car or airplane) may travel through a sensor field to
retrieve current measurements from each of the nodes. Often,
the vehicle will be moving too quickly to retrieve all the data
in a single pass. Additionally, each node’s memory may be
too small to store data from all its neighbors. Data must either
be sent directly to the data sink or routed to a node which is
in communication range with the data sink. In this research,
we study algorithms to collect data from as many nodes as
possible.

The primary challenge of this type of data collection is that
the target node, the current node in communication with the
data sink, is in communication contact with the data sink only
for a finite period of time. Each time the target node changes,
the other nodes must reconfigure themselves to send to the
new target node, and some must retransmit their data that had
not yet reached the sink. Unfortunately, this costs time and
power. We attack this problem from several angles - by re-
ducing the number of times the target changes and by op-
timizing the case in which it changes. The selection of the
target node is crucial because each time the target node gets
out of range, extra messages and network reconfiguration are
required. We present two optimizations for when the target
node changes. First, we reduce messages (and thus power)
by removing some of the redundant messages from the sys-
tem. Once this is done, however, the original messages need
to be re-routed to the new target node. Secondly, we present a
form of data forwarding which routes data towards the target
node, in the presence of target node changes. By utilizing this
data forwarding, we are able to increase the amount of data
collected from 31% to 66% on average.

Finally, we show that our algorithm works well indepen-
dently of the path taken. When normalized for total time spent
in the field, non-linear paths and linear paths all performed
within 8% of each other on average.

This paper is organized as follows: Section 2 describes re-
lated research and studies, whereas Section 3 describes our
work. The simulation methodology, assumptions, and tools
are presented in Section 4, followed by results in Section 5.
Section 6 describes future work, and we conclude in Sec-
tion 7.

2. Related Work

Within the context of sensor networks, there are several in-
teresting problems in transferring information from a field of
sensors to a data sink. We focus on how a moving sink col-
lects data and how to maximize data collection given limited
radio contact.

TAG [5] creates a language and library for aggregating
data from many motes to a single, stationary sink. It reduces
processing and storage by calculating results as the messages
propagate through the system. [4] takes a step back and ana-
lyzes the problem of data aggregation in terms of energy effi-



Figure 1. The sensor network as a plane gathers data.

ciency and delays. They find that although optimality is NP-
Hard, special polynomial time cases also exist.

Other groups have looked at quickly and efficiently creat-
ing networks between source nodes and sink nodes. [6] pro-
poses a cost field that, with few messages, creates a minimum
cost forwarding route for each node to a stationary sink. In
addition, it requires no centralized information to maintain its
routing.

[1] has created a system to allow nodes to pass data with
both efficiency and power-management in relation to the path
they choose in order to get the data to the sink.

Finally, there has been some work on collecting data from a
network to a non-stationary sink. Zebranet [3] provides nodes
with enough memory to store the data from neighboring nodes
so that the communication occurs before collection, not dur-
ing collection. We are assuming simpler nodes that do not
have this much memory.

3. Non-Stationary Data Retrieval

In this work, we focus on optimizing data collection from
a field of sensor nodes via a non-stationary sink node. The
sink node may be an airplane or car traveling through a field
of fixed-location sensors. In any given application, the goal is
to obtain the data from as many of the sensor nodes as pos-
sible. A sample scenario is depicted in Figure 1. The figure
shows an airplane as it approaches (a) and travels through (b)
a sensor network. First, the airplane must choose a primary
node for initial communication, a target node. Data is routed
toward this target node. The target node changes as the air-
plane comes in and out of communication range with different
nodes.

Because the sink node is moving, any one of the sensors
may have radio contact with the sink for a brief period of time,
and some nodes do not make direct contact with the sink at all.
This limits the amount of information that can be collected
from the nodes. Collecting all the data is achieved by routing
data through other sensor nodes.

Figure 2. Two steps in linking setup phase. The node
with the most neighbors is the start node. As neigh-
boring nodes are added, the nodes with the fewest
edges are added first.

In an ideal situation, once the airplane chooses a target
node, the nodes would link themselves such that they could
pass messages to that target node in the fewest hops possible.
Unfortunately, a sink traveling at a high speed will leave the
area before such an optimal network is set up, let alone before
it has time to receive all messages. We use a linking algorithm
for our studies, whereby the sensors form an initial network of
bidirectional links at setup time (long before data collection),
and only the direction of the links is changed depending on
the target node at a given time.

The linking setup algorithm is depicted in Figure 2.
Dashed lines represent all possible links, whereas solid lines
represent links selected by the algorithm. The links are cre-
ated by first finding the node that is in communication range
of the most nodes (node 9 in the example). In order to load-
balance messages, the algorithm adds nodes that have the least
solid-line links (as opposed to potential links) until all nodes
are connected. In the above example, it would link all of
node 9’s neighbors, and then look for the next set connected
to those nodes.

This linking algorithm leads to trees with low depth (as-
suming the first node selected is the root). This reduces the
penalty for new target node selection because the data will not
need to be redirected as far. By starting in a high-density area
of the field and branching out, it is likely that the next level
of nodes will not have many links. By continuing to branch
out based on fewest links, it is likely that the nodes with many
potential links will not be able to link to all their neighbors
because the surrounding nodes will already be linked.

Note that this is a tradeoff. We are focusing on speed while
sacrificing some power and memory pressure on the first node
chosen.

In the end, each node will only receive messages from or
send messages to its links; all other messages will be ex-
cluded. From this setup, we explore several algorithms for
how to choose the target node, how to most efficiently pass
data to the sink, and what path the sink should take.



When the sink enters the field and selects the first target
node, the bidirectional links are made unidirectional, all lead-
ing to the target node. Messages are put in a send queue for
each node that sends to their parent node. Each node forwards
one message every time the sink sends a message to the target
node. Messages are forwarded as long as the sink is within
range of the target node. Once the sink is no longer within
range, a new target is selected.

This process of target selection and data retrieval is re-
peated until the sink leaves the sensor field. After the sink
has not been in the field for an extended period of time, each
node clears its message sending queue.

4. Methodology

For this research, we use an in-house wireless network
simulator written in Java. The simulator constructs a field
with variable number of nodes, communication radius, sink
path and sink speed.

For each experiment, data was tabulated and averaged on
one thousand randomly generated fields. These same thou-
sand random fields were used for each graph.

We simulate a sensor field consisting of a rectangular field
with dimensions of 200 by 200 units. Inside this X-Y range,
a specified number of nodes are randomly placed in the field,
each with a unique x-y coordinate. Each node has a commu-
nication radius that determines which nodes can communicate
with each other. The default communication radius is 25 units
unless otherwise specified. In this work we assume that all
nodes are in radio range of at least one other node. Upon con-
struction of the field, all nodes in the field must be connected,
and the field will be reconstructed until it meets that require-
ment.

Once the field is successfully constructed, a receiver sink
is constructed and either given a random linear path, or one of
three specific nonlinear paths. All paths start from outside of
the X-Y range and out of communication range of any node in
the field. The sink speed is expressed in the distance covered
per message sent.

After a target is selected, the sink will obtain a packet of
information for every time ”x,” which is the send-receive time
for node-to-node communication. The default value of x used
for all simulations was 40 milli-units of time. The sink sends
out a message every x calling for the next packet of data,
which is recursively sent down the link tree. Packets are sent
back as long as the sink is within range of the node. Once the
sink is no longer within range, a new target is selected using
the target node selection algorithm.

5. Results

We present the results of three design decisions: how the
moving sink determines with which node to communicate,
how to minimize the number of messages sent while maxi-
mizing the amount of data collected, and, how the sink path
affects the system.

Figure 3. The percent data collected versus sink
speed for each of the target node selection algo-
rithms.

5.1. Target Node Selection

We study three selection mechanisms for choosing the tar-
get node from among those nodes in communication range.

A new target is selected every timer tick (1 unit of simula-
tion time) that the previous target is no longer within commu-
nication range. Target selection is quite expensive because it
changes the route messages will take, which leads to wasted
messages going to the previous target node. Shortest and
longest both keep track of how many timer ticks each of the
current nodes in communication range have been in range;
shortest selects the node that has been in range the fewest
ticks, while longest selects the node that has been in range
the most ticks. Random target selection randomly selects one
of the nodes currently in communication range.

Figure 3 shows that at higher speeds, longest and shortest
both perform well, followed by random. In addition, longest
and shortest perform similarly at both very high and very low
speeds. This is reasonable because at high speeds, each node
in range is likely to only be within range for one timer tick,
and both shortest and longest select the same node if all are
in range for only one tick. Likewise, they are similar at slow
speeds because the inefficiency of longest is overcome when
it is in the field for a longer period of time. This means that
at the slower speeds, longest approaches the upper bound of
100% data collection which shortest had approached earlier.

There is a middle range, however, at which shortest per-
forms better than longest. This range changes depending on
how large the communication radius is, but shortest always
performs better than longest. At a radius of 25, the average
percent data collected for longest, shortest, and random is
70%, 71%, and 65% respectively. As the radius increases, the
speed at which shortest outperforms longest increases. This
occurs because a larger communication radius benefits from
good target selection. Good target selection is characterized
by selecting a node which will in communication range for the
longest period of time. A long duration for the target node is
advantageous because it sends the data in the correct direction



Figure 4. The average number of messages per node
with the 4 possible configurations. Reducing redun-
dant messages dramatically reduces the total mes-
sages in the system.

for more time. Shortest tends to select nodes with longer du-
rations because it selects the node that has not been in range
for long. This makes it less likely that the sink is about to
leave the communication range of that node. At a radius of
40, the average percent data collected for longest, shortest,
and random is 77%, 84%, and 81% respectively.

Random target selection does not perform as well as
longest or shortest at high sink speeds. Where shortest and
longest separate in performance, random performs better than
longest, but still not as well as shortest. Due to these results,
we will assume the shortest algorithm for the rest of the ex-
periments.

5.2. Optimizing Data Gathering

When a moving sink switches target nodes, there are sev-
eral efficiency problems. The messages that leaf nodes have
sent but did not reach the initial target node may need to be
either eliminated or re-routed. Additionally, data that was not
collected may need to be retransmitted. We present two com-
plementary techniques which decrease the number of mes-
sages in the network and increase the amount of data col-
lected.

5.2.1 Reducing Redundant Messages

To prevent redundant messages and increase the percent of the
overall data that is collected, certain messages are excluded
after having been received once. Originally, all messages
were excluded after the first reception of a specific source and
parent address combination, but this proved to require signif-
icant memory usage from each node.

To reduce the memory usage, only source and parent ad-
dress pairs that have the same value for both source and par-
ent are excluded. Figure 4 shows that even with this simple
version of exclusion, average packets collected per node re-
duced from 2.41 to .73, with an increase of 19% in the percent

Figure 5. The percent of data received per node, vary-
ing data forwarding and message dropping.

data collected. This demonstrates how redundant messages
were clogging the network, preventing unique messages from
reaching the sink.

5.2.2 Data Forwarding

When a new target node is selected, messages in transit may
not be routed to the new target node. If those messages are
not re-routed, they need to be dropped to minimize the traffic
through the network. Instead of dropping those messages, we
can change the destination of the messages to the new target
and continue routing those messages. The intuition is that
the message is closer now than it was when it started, so this
message forwarding will provide a net gain in data collected,
even though there will be more messages total.

Figure 5 shows that with data forwarding, we see a dra-
matic increase in the percent data received. Figure 4 shows
that there is only a small increase in total messages - in fact,
those are the very messages we needed. The average packets
collected per node now follows very closely the percent data
collected, so we must be receiving very close to one message
per node that gets its data sent, as opposed to many messages
from some nodes and none from others.

One interesting configuration is when we have forwarding
but no redundant message removal. The percent of data col-
lected actually decreases because those forwarded messages
add to an already clogged system without successfully deliv-
ering their data.

5.3. Sink Path Efficiency

In order to test the effectiveness of the algorithms, we run
multiple nonlinear paths in addition to the linear ones. Fig-
ure 7 depicts the three nonlinear paths tested: “L” shape, “U”
shape, and a third resembling a “sawtooth.”

In testing, U and sawtooth perform significantly better than
L and linear. However, sawtooth and U are in the field for
longer periods of time than L and linear. A sink that travels in
such a pattern that it directly communicates with every node



Figure 6. Normalized percent data collected per unit
time spent in the field versus sink speed.

could gather 100% of the data, so absolute percentage is not
the only relevant measure.

We also look at the normalized efficiency of the path, de-
fined as the percent data collected per unit time spent in the
field. Results for this experiment are shown in Figure 6. At
lower speeds, the paths that spent less time in the field were
more efficient. Because they continue in the same general
direction, L and linear have fewer overall message re-routes
than U and sawtooth.

In terms of efficiency, they all perform similarly at high
speeds. Because they are all getting useful information each
time they change targets, the effect of path is minimal. We
find that, regardless of the path, all paths perform within 8%
of the other paths. The only difference is that the U and saw-
tooth are actually gathering more total data because of in-
creased time in the field.

6. Future Work

A functioning implementation of this algorithm is cur-
rently being developed using TinyOS as the operating system.
MICA2 motes are being used for the sensor field nodes. By
using two items from TinyOS, TOSSIM for testing and the
WMEWMA multihop routine for a foundation, a system to
determine the links and to forward messages has been cre-
ated. A system to set the topography of the motes using a
string of broadcast messages has also been developed.

7. Conclusion

Data retrieval from a wireless sensor network is a chal-
lenging task when the data collector (sink) is moving at high
speed. In this work, we look at how the sink should choose a
target node for communication, how the data should be routed
to the sink in order to maximize the amount of data collected,
and how the sink path affects data retrieval.

We find that routing data towards the node that has most re-
cently entered the communication range of the sink produces

Figure 7. Various path simulations.
good results. Selecting the least recent or a random target
node did not perform as well, especially for larger communi-
cation radii.

For the process of actually sending the data, a combination
of incremental message forwarding and redundant message
exclusion collects 35% more data on average. We find these
two techniques to be necessary and complementary. We find
exclusion alone only collected 19% more data than the base-
line and forwarding collected 10% less data.

Finally, we show that the effectiveness of this algorithm
does not depend on the path taken through the field. While
any path that is in the field for a longer period of time collects
more data, results that were normalized for time spent on the
field performed almost equally. Variations in the percent of
data collected were within 3% on average, with a maximum
of 8%.
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